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Foreword

Jake Steadman,

These papers have been created by members of the MRS Advanced
Insight and Analytics (AlA) Council, which brings together experts from
across research, data, and analytics to help our profession make better
use of advanced methods and technologies. The AlA Council’s purpose is
to connect research and data science, share best practice, and champion
innovation in how we generate and apply insight.

This new series marks a departure from the AlA Council’s usual longer-
form papers. Instead, these are intended to be short, practical guides —
designed for busy practitioners who want straightforward, usable advice
rather than theory. Each paper focuses on a specific area where Al and
technology are changing how we work: from getting started with chatbots
and writing better prompts, to applying Al in quantitative and qualitative
research, and building dashboards that turn data into clear, actionable
insights.

Our aim is to create a growing collection of bite-sized resources, offering
practical guidance, hints, and tips that help practitioners and analysts
experiment confidently with new tools and techniques. Over time, we will
continue to add to this series as the technology and our collective
experience evolve.

A huge thank you to Alex Maddox, lan Roberts and Alexander
Chilingaryan for authoring these first papers and generously sharing their
expertise.




About the Authors

lan Roberts

MRS Hero 2025 and Owner of RealAlzIT, a consultancy specialising in the
use and implementation of Al within Market Research and Insights
organisations.

lan has almost 30 years’ experience within the MR and Insights industry,
covering multiple roles, both as a buyer and supplier of MR software and
services. A passion for technology and a problem-solving aptitude has
been at the forefront of lan’s career, translating technical terms into
everyday language, with relatable examples, drives his consultative
approach.

Alex Maddox

Survey Analysis Expert and Research Specialist is a Senior Partner at
DataTile. DataTile are a company with software designed specifically for
survey data visualisations driven by live on the fly crosstab calculations.

Alex has decades of experience in analysis, market, and media research,
with a passion for transforming complex survey data into creative, clear
and actionable insights. Alex works with clients who want to build their
own survey-fed dashboards or partner with our service team to design
and deliver them. Ultimately, it is about sharing the excitement of what can
be achieved, when technology and experience combine to add value to
survey data.

Alexander Chilingaryan

Alexander Chilingaryan is the creator of the Data Tile platform and the
founder of the eponymous company. DataTile is the Research Intelligence
platform he founded in 2012 to bring coherence, transparency, and
accountability to fragmented workflows for insight delivery.

Alexander is a mathematician by training with over 20 years of experience
in data science and software development for the research industry. His
work spans analytical automation, large-scale quantitative research, and
the practical realities of insight delivery. He founded DataTile in 2012 to
re-invent insight delivery through a Research Intelligence approach —
addressing the structural complexity of quantitative research and




replacing the fragmented tools typically used across the research process.
Dashboards are a core part of this vision: at DataTile, they have been
reimagined not just as reporting interfaces, but as dynamic, agile
instruments for exploration and brainstorming.




Section A:
Al and Research —
an Introduction of the Basics

PART 1

GETTING STARTED WITH Al:
AN INTRODUCTION TO Al CHATBOTS AND THEIR
USE IN MARKET AND SOCIAL RESEARCH

A note from the author lan Roberts:

| see opportunities to implement Atrtificial Intelligence (Al) as a core part of
the research sector, and would like to share my learnings, starting with the
basics of the most popular Al Chatbots (at the time of writing!).

This guide does not cover more advanced Al use, or specific software
programmes provided by research software companies. It also does not
look at dedicated Al tools for general workflow simplification (such as
generating tutorials, marketing material or setting up knowledge bases).

Advanced Insights and Analytics Council (AlA)
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A general guide to Al

In order to understand the potential uses of Al in research, we need to
look at the different ‘levels’ of Al. This helps understand the opportunities
and limitations of various Al models and sets the framework for exploring
potential uses.

Levels of Al
Predictive Al: labels things based on previous data fed into it, like
describing an image

Generative Al (GenAl): it responds and learns based on inputs and
creates content, like images, video or text based on what is input and
it is learnt data

Agentic Al: it can take actions based on teachings e.g. a self-driving
car is given a destination and plans a route, observing traffic signs and
avoiding any dangers

Think of it also as levels of intelligence:
Artificial Narrow Intelligence (ANI): this is less than Human
intelligence, it is built for specific tasks and is where almost all
systems are today (at time of writing!)

Artificial General intelligence (AGI): Al can be thought of as equal
to human intelligence - it is as knowledgeable as a human within the
sphere of its learning (theoretical at present)

Artificial Super Intelligence (ASI): this would surpass human
intelligence being all encompassing




The Difference between Chatbots, Agents and Agentic Al

Whilst most refer to Al more generally, to best utilise Al, it is helpful to
know the differences between the most common, currently available, Al
‘interfaces’.

The primary difference lies in their level of autonomy and ability to execute
tasks. Al chatbots are reactive and conversational, while Al agents are
goal-oriented and can act, and agentic Al is a broader, more autonomous
system that orchestrates multiple agents to achieve complex, multi-step
goals.

Al Chatbots
Reactive and Conversational: Al chatbots are designed to primarily
have conversations with users. They respond to specific questions or
commands and are limited to the scope of their programming and
training data.

No Autonomy: They do not typically initiate actions or make
independent decisions beyond their pre-programmed rules. For
example, a customer service chatbot can answer FAQs but cannot
proactively solve a problem without a user's prompt.

Simple Task Completion: They are best suited for single-turn,
repetitive tasks like providing information, answering simple queries,
or guiding a user through a process.

Al Agents
Proactive and Goal-Oriented: An Al agent is a more advanced
system that can perceive its environment, plan, reason, and take a
series of actions to achieve a specific goal. They can operate with a
higher degree of autonomy.

Tool Use and Memory: They can use external tools, like calling an
API, browsing the web, or accessing a database, to gather information
and complete tasks. They also have a form of "memory" to retain
context and learn from past interactions.

Multi-Step Tasks: While a chatbot might answer a question about a
product, an Al agent could be given a goal like "find the best deal on a
laptop" and would then autonomously browse websites, compare
prices, read reviews, and present a summary of the top options.

Agentic Al
Orchestration of Agents: Agentic Al is a more sophisticated
framework or system that involves multiple Al agents working together
collaboratively to achieve a complex, end-to-end goal. It is the




"manager" that coordinates different agents, each with its own
specialised function.

High Autonomy and Adaptability: This type of Al system is
designed to operate with a very high level of autonomy, adapting to
dynamic environments and making strategic decisions without
constant human intervention. It can even redefine its own actions to
optimize outcomes.

Complex Workflows: An agentic Al system could be given a complex
goal like "launch a new marketing campaign." The Al system would
orchestrate various specialised agents to handle tasks like research,
content creation, social media scheduling, and performance tracking,
all while adapting the strategy based on real-time data.

There is a blurring of the differences between Chatbots and Agents now:
the most common tools have agents available for selection and may even
utilise agents to answer the user prompt. However, a true Agent system is
not yet widespread.




An overview of the most popular Al Chatbots

We will look at the four most popular Chatbots, as these will be most
familiar to readers and readily available. These models all have free
versions to allow users to gain familiarity with the tools, prior to any
investment.

It is worth trying them all, often with the same prompt input, to see what
best matches your expectations and requirements. But note that all
models can search the internet and use ANY resource to respond to your
query. This can include unverified blog posts, Reddit groups or social
media accounts. It is important to verify any response and check the
source.

Remember Chatbots are Text generators NOT truth generators - they
can hallucinate!

OpenAl’s ChatGPT

Perhaps the most popular tool, and certainly the default for
many. ChatGPT has a massive user base, with 800 million
weekly active users as of July 2025.

Powered by the advanced GPT-5.1 model, described as smarter,
faster, and less prone to errors than its predecessors

Known for its versatility in creative writing, summarizing complex
documents, and generating code

The custom GPT Store has created a dynamic and extensible
ecosystem for specialised assistants/agents, including those for data
analysis, translation, and visualisation

Weaknesses

- A historical tendency to "hallucinate" or produce plausible sounding
but incorrect information

- Challenges with factual accuracy and transparency, particularly on
specialised topics

- Lacks a nuanced understanding of emotional cues, sarcasm, or real-
world experience, which can lead to robotic and overly verbose
outputs




Explainability is a persistent challenge, as its post-hoc explanations for
decisions are not verifiable

The training data is relatively old: the free version has a knowledge
cut-off (the end date for sources used for training the model) around
Jan 2022, GPT4 around Oct 2023 and GPT5, the current release,
permitting access to the internet for real-time response

Microsoft Copilot

Less popular with casual users, due to its embedding within Microsoft
tools. It also is seen as geared towards coding/development rather than
general reasoning.

Deep and seamless integration into the Microsoft 365 ecosystem,
including apps like Word, Excel, PowerPoint, and Teams

Inherits existing security, compliance, and privacy settings from its
host environment, providing an enterprise-grade solution

Data remains within the customer's secure partition and is not used for
model training

The platform-driven approach creates a powerful "lock-in" effect,
making it difficult for customers to switch to a competitor

Weaknesses

A significant security vulnerability known as "overpermissioning"
where Copilot inherits a user's access to sensitive data and can
inadvertently expose it

The platform consolidation strategy can lead to a substantial increase
in enterprise spending

The perception that its core strength is integration, not necessarily raw
capability, can fall short when seeking responses

Google Gemini

The ‘second’ most popular model, integrated into Google’s search engine
and environment to summarise searches.

A native multimodal architecture designed to understand and generate
responses from text, images, video, and code




Deep integration into the Google ecosystem, including Google
Workspace for tasks like summarizing emails and drafting documents

Leverages real-time Google Search to provide strong factual
grounding and truthfulness in its responses

Offers various model sizes (Nano, Pro, Ultra) to suit different needs
and is integrated into Google Cloud's Vertex Al and developer tools

Weaknesses

- Concerns about output consistency, performance variability across
different applications and a tendency to be overly cautious on
sensitive topics

- Client agents, coding and image generators dispersed across multiple
areas of Google - it has all the tools, they are just not accessible from
one place!

Anthropic's Claude

This is considered the most ‘studious’ of the Chatbots, it is built to respond
with authority and within the confines of acceptable behaviour. It can also
handle more data than most other models.

The "Constitutional Al" framework provides a unique value proposition,
ensuring the Al's behaviour aligns with human values and ethics

Strategic narrative is built on safety, control, and trust, positioning it as
an "ethical alternative" for highly regulated industries

Offers exceptional performance for tasks that require a large context
window, such as analysing multiple financial reports or large datasets

Guarantees that inputted data is not used to train its models
Weaknesses

- lts low-level, unopinionated tools like Claude Code may present a
steeper learning curve for users and developers

- The trust-based growth strategy is a significant gamble against the
immense scale and resources of Microsoft and Google

- The knowledge cut-off for Claude 3 Sonnet and Opus was around Mar
2025, but newer versions (Sonnet 3.7, Haiku 3.5) have later dates




Summary of Strengths

Al Platform

OpenAl ChatGPT

Microsoft Copilot

Google Gemini

If practitioners value creative, nuanced conversation and
customisability — ChatGPT is versatile

If practitioners live in Microsoft’'s ecosystem or code a lot —

Copilot feels seamless

If practitioners want speed + multimodal input — Gemini is nimble

If practitioners need to process massive documents or want
meticulous reasoning — Claude is a powerhouse

Core Strengths

GPT-40 for nuanced
conversation, creativity,
and reasoning; custom
GPTs

Deep integration with
Microsoft 365, Edge, and
Bing; strong coding
support in dev
environments

Multimodal (text, images,
audio, video); real-time
Google Search integration

Anthropic Claude Very large context window

(up to ~200K tokens);
careful, structured
reasoning

Where It Excels

Complex multi-part
instructions, creative writing,
long-context dialogue

In-context help inside Office
apps, quick web-connected
answers, code
generation/debugging

Fast responses,
fact-checking via
“Double-check,” handling
varied data formats

Analysing huge documents,
detailed multi-step
explanations

Notable Limitations

Free tier uses lighter
model; slower than
Gemini in some tests

General reasoning depth
is lighter than top
conversational models;
some versions use older
GPT tech for non-coding
tasks

Premium models (Ultra)
gated; less expansive
long-form reasoning than
Claude

No native web search;
can feel overly cautious in
tone




Example uses within Research

As can be seen from the differing strengths, and limitations, each model
can be utilised in a different way to optimise workflows within the research
sector. As an example, practitioners may consider using the models in the
following way:

Analysing and scoring proposals

Supporting methodology debates

Helping to draft survey questions or Qual discussion guidelines

Checking incidence rates and quotas

Summarising responses

Cleaning collected data

Coding and/or re-classifying data

Summarising response

Data analysis

Visualisation of data

Creation of reports and/or presentations
These are a few examples of the functions that can be performed by
these Chatbots. However, the output will only be as good as the prompts
given, and the limitation of the tools. There are many specialised research

software packages that are Al driven, performing these functions and
trained specifically for Insights applications.




Recommendations for Al Adoption

The following strategic recommendations are provided for businesses
looking to adopt or invest in Al chatbot technology:

Conduct a Thorough Needs Assessment: Clearly define specific
pain points and desired outcomes before selecting an Al tool or
software provider: A field and tab agency will have different
requirements than a qualitative research company.

Prioritise Security and Data Governance: Regardless of the
Chatbot, robust data governance and role-based access controls are
non-negotiable. Regularly review permissions to prevent data leakage
and ensure sensitive information is protected.

Maintain Human Oversight: The analysis indicates that despite the
power of these tools, human oversight remains critical. Implement a
policy where all Al-generated content is reviewed, especially for
customer-facing or high-stakes outputs, to mitigate the risks of
inaccuracies, bias, and legal exposure.

Start simple: Identify areas where Al can provide quick wins e.g.
meeting summaries and action points, outbound sales, General
Overviews. Refine the prompts that produce the best results.

Empower staff: Allow users to experiment with Al in low-risk areas,
share learnings and knowledge. Many people use Al in their everyday
life, fewer within the workplace - capture their expertise. Consider
conducting an Al audit of personnel to uncover their attitudes and
experience with Al before setting up an Al taskforce to drive progress

Learn the basics: Use different models to check and verify the
different results, learn how to structure prompts to return what is
needed.




Conclusion: Al is here to stay, are you?

Al adoption is gaining pace across all sectors, with many functions
already being enhanced with Al tools. It is imperative that companies have
an understanding of Al so they can evaluate what models best work for
them.

There are many specialised tools within the sector, but without an
understanding of Al, including its training techniques and limitations,
opportunities may be missed, inappropriate tools adopted and the balance
between human knowledge and experience, and Al consistency and
automation will be lost. Using a chatbot like the four described above is
the first step on the journey.




Using Al in Research — the opportunities

A note from the author lan Roberts:

| see opportunities to utilise Al as an assistant to those within the insights
and research sector and would like to share my experiences applying Al
to different steps within the workflow.

This guide does not cover more advanced Al use or implementing Al
agents to manage the workflow. It also does not look at dedicated Al-
driven software provided by dedicated suppliers to the research and
insights sector. However, it will address areas where Al can assist and
provide some caveats to the use of Al




Where Can Al Assist Researchers?

Al can be utilised across the most elements of the research process,
regardless of whether that is quantitative or qualitative based. Whilst it is
not, currently, a replacement for research experience, it can be an
invaluable assistant.

When looking at using Al it is important to remember that the outcomes
are only as good as the input, the source material, and the experience of
the user. However, if Al is treated as an assistant with access to all the
required knowledge, rather than an expert, the help provided can be
invaluable. Bear this in mind whilst reading through the possibilities of Al.

Additionally, it is always important to consider the safety and security of
sharing data with an Al model. If client data, proprietary materials or other
private information is loaded to Al, ensure that it is in a closed
environment and not exposed to third parties.

Equally important is to consider the ethical aspects of Al:

models can have an inherent bias adopted from the sources used to
train the Al;

training sources may be protected or copyrighted leading to possible
legal issues;

an Al conducting interviews may not be as considerate to the
participants needs, or as sensitive.

It is essential to be transparent, when using Al, as to the extent and
purpose of its use.

For more detail see the MRS Guidance on Using Al and Related
Technologies.




Quantitative Research

Survey Design

When designing a survey, Al can be used to create the entire survey with
a simple prompt and, whilst this may not be perfect, can provide
suggestions to enhance the survey such as:

Support methodological decisions e.g. in comparing approach's

Possible questions to ask

Possible answer lists to support pre coded lists

Brand lists for given countries

Survey structure

Time your survey

Translation of the survey design
Using Al to also critique its own survey, or an uploaded survey, can also
provide additional insight or suggestions to improve the design. Al tools

are also available to convert a text survey (in Word format) into a data
gathering tool, such as Decipher or Qualtrics, saving on scripting time.

Sampling and Quotas

Once the survey is complete, the next requirement is participants. This
can be from multiple sources, but it is important to reflect the target
audience. Al can assist with:

Providing incidence rates

Providing demographics and market share for quota setting

Checking sample for bots

Fieldwork

Once the set-up is complete and it is time to start data collection, there
are multiple areas where Al can assist:

Automatic deep-dive follow up questions by analysing verbatim
responses in real time

Checking for Al created responses

Blocking bots from answering the survey




Ask questions through an Al voice, text or video agent (hybrid
quantitative and qualitative models)

Providing synthetic respondents trained on a particular data set

Post Collection Processes

Once data is collected, it needs to be cleaned, re-coded and manipulated
ready for reporting. Al can assist by:

De-duplicating records based on multiple criteria
Recoding or categorising collected data
Appending information to the dataset

Analysing and coding verbatims

Flagging or removing verbatims for garbage/duplicate
responses/incorrect languages

Translation of verbatim responses

Tabulation and Analysis

Once data is cleaned and coded, it can be reported upon. Al can be used
to provide various outputs, including:

An overview of the entire collected data

Charts and graphs

Cross tabs

Regression analysis

Suggested areas of interest or for additional research

Presentations / Reports

One of the most useful areas Al can assist with is the summarising and
writing of reports or creating presentations. Practitioners can prompt Al to:

Generate summaries of the data
Draft a full report
Breakdown the report into suggested slides

Provide a ‘podcast’ overview of the results




Generate MindMaps showing relationships within the data
Produce images for use within the report / presentation

Develop segmentation personas and append additional information

Quantitative Research Conclusion

As can be seen, Al can assist with every step of the process. It can be an
invaluable assistant to streamline and optimise efficiencies. However, it is
not perfect, will only carry out the instructions it is given and can be prone
to mistakes: like any software, Garbage In Garbage Out, applies equally
to Al.




Qualitative Research

Looking at the processes involved in qualitative research, Al can assist
throughout the workflow and there are examples provided where Al can
assist. Whilst many of these will be the same as for quantitative, the
unstructured format of data collected is, probably, better suited to Al.

Discussion Guides

When designing a discussion guide, Al can be used to create the entire
outline with a simple prompt or provide a critical analysis of any guidelines
already drafted.:

Possible questions/topics to cover

Discussion structure and flow

Translations

Using Al to critique its own design can also provide additional insight
or suggestions to improve the Qual project.

Recruitment of participants

Once the discussion guide is ready, participants are required. Al can
assist with:

Sourcing specialists websites, social media groups or relevant
discussion groups to source participants

Placing calls and scheduling appointment for the 1-2-1 sessions
Checking screeners for bots or Al generated responses

Checking Geolocation for invites to in-house groups and potential
travel costs

Fieldwork

Once the set-up is complete and it is time to start collecting responses,
there are multiple areas where Al can assist:

Conducting discussion groups
Conducting Voice surveys

Generating automatic follow up / deep dive questions




Post Collection Processes

Once data is collected, it needs to be cleaned, re-coded and manipulated
ready for reporting. Al can assist by:

De-duplicating records based on multiple criteria
Recoding or categorising collected verbatims
Appending information to the dataset

Flagging or removing verbatims for garbage/duplicate
responses/incorrect languages

Tabulation and Analysis

Once data is cleaned and coded, it can be reported upon. Al can process
multiple sources of data in different modes, including audio / video
responses, images and supporting documentation. Al can be used to
provide various outputs, including:
An overview of the entire collected data
Specific quotes from the captured video / audio / text responses
Summaries by suggested groups e.g., gender or age ranges
Quantifying the data by coding and categorising the data

Presentations / Reports

One of the most useful areas Al can assist with is the summarising and
writing of reports or creating presentations. Practitioners can prompt Al to:

Generate summaries of the data

Draft a full report

Breakdown the report into suggested slides

Provide a ‘podcast’ overview of the results

Generate MindMaps showing relationships within the data

Produce images for use within the report / presentation




Qualitative Research Conclusion

As can be seen, Al can assist with every step of the process. Al has the
ability to analyse data in multiple formats without having to standardise
the data. This is probably the biggest area targeted by dedicated research
software providers and where most of the focus has been.




Conclusion and Considerations

As can be seen, there are multiple areas that Al can assist across the
entire spectrum of research Processes. If treated as an assistant, checked
and re-checked, and guided by experienced research professionals, there
is no area where Al cannot be used to help the process.

As with all aspects of using any tool, Al should have the same
considerations:

Is the Al tool being used appropriate?

Have | provided the best instructions / prompts?
What checks are in place?

Am | experienced enough to accept the Al output?

Am | confident in the responses given, and my skill set, to implement
the use of Al in my workflow?

Am | careful not to upload sensitive client/ company information?

Just because Al can do the job, it does not mean that it should. Examples
where caution is required are that Al does not understand sarcasm, it
does not cope well with language nuances or colloquialisms, it does not
differentiate between cause and effect.

Al has a tendency to be quite verbose in responses so it's often worth
asking it to keep to short, simple responses to avoid an overwhelming
amount of output.

Checking the output before executing the command is as essential, if not
more so, when using Al as it is through a human process. Asking Al to
review its own work, or an experienced colleague to ‘double check’ can
avoid costly errors.

So, whilst Al can be a useful tool to assist in many areas of research, it is
not a complete solution. Al is not a replacement for experience and
knowledge but can be an exceptional assistant with the right guidance.




USING Al IN RESEARCH -
CONCERNS AND CONSIDERATIONS

A note from the author Ian Roberts:

| see opportunities to utilise Al as an assistant to those within the insights
and Research sectors and would like to share my experiences working
with Al

As a research professional, integrating Al into our methodologies presents
unprecedented opportunities for efficiency and deeper insights. However,
it is crucial to approach Al adoption with a clear understanding of its
inherent limitations and potential pitfalls. This briefing document outlines
key concerns to be aware of when leveraging Al, providing a reason for
each concern and actionable resolutions to avoid common mistakes.

An Overview of Al adoption

Al is rapidly transforming research by automating tedious tasks,
processing vast datasets, and generating initial insights, thereby
promising increased productivity and faster delivery.

However, this drive for efficiency can inadvertently lead to a degradation
of research quality, ethical breaches, and a loss of the unique human
elements that underpin true consumer understanding.

Optimal Al integration requires a vigilant, balanced approach, prioritising
augmentation over outright replacement, and ensuring robust human
oversight at every stage. We must be aware of potential biases, privacy
issues, and the risk of sacrificing critical thinking and empathetic
interpretation for speed and cost-saving.




General Concerns and Considerations

When utilising Al within the research process, the following general areas
cover the concerns to be aware of, addressed and managed. These
concerns remain true regardless of methodology, Al software used, or
type of implementation of Al.

This report will focus on the following areas of concern:
Understanding Nuance and context
Bias in Al algorithms and training datasets
Data Privacy and Confidentiality
Accuracy and Quality of Insights
Loss of human connection and Empathy
Erosion of critical thinking

Implementational challenges




Inherent Limitations of Al in Understanding Nuance and Context

While Al excels at processing vast amounts of data quickly, its ability to
accurately interpret complex human communication remains a significant
challenge, directly impacting the quality of insights. Al often struggles to
understand subtleties, context, and nuance in human interactions. Early
sentiment analysis tools, for instance, lacked contextual sensitivity and
struggled with sarcasm, negation, and domain-specific expressions.
Modern Al can still misinterpret or completely miss sentiments expressed
with subtlety, and struggles with neutral or nuanced responses.

Human checking and validation: Ensuring that context is provided
within any prompt given to the tool.

Continuous feedback: Provide continuous feedback to train the Al
tool so that it learns to identify nuances and subtleties in language.




Bias in Al Algorithms and Data

While Al is sometimes presented as a solution to reduce practitioner bias, Al
models are only as good as the data they are trained on, and the data
they access for their responses. If training data is biased or
unrepresentative, Al can perpetuate and even amplify these biases,
leading to skewed results, inaccurate insights, or discriminatory outcomes.
For example, mainstream Natural Language Processing (NLP) models
may misinterpret dialects, accents or gendered language. This lack of
transparency, where Al systems act as "black boxes," further erodes trust
and makes it difficult to detect biases. Furthermore, the quality of human
trainers for Al models, who may not be sufficiently trained in research,
linguistics or lack adequate guidelines, can also introduce biases.

Mitigation of this can include:

Bias Audits: Regularly audit Al algorithms, source data and reference
material to identify and eliminate biases that may skew results.

Diverse Training Data: Ensure training datasets reflect diverse
linguistic, cultural, and demographic expressions to minimise
misinterpretation and ensure adequate representation.

Human Oversight and Critical Evaluation: Always apply human

critical thinking to Al outputs, questioning their validity and spotting
errors or biases. Practitioners should drive the process and work in
diverse teams to minimise blind spots in both research design and

analysis.

Explainability: Interrogate software providers, where able, to
understand how Al models make decisions, allowing stakeholders to
detect and correct unintended biases early.




Data Privacy, Confidentiality, and Consent

Al-driven sentiment analysis and other tools often rely on user-generated
content from public and semi-public platforms. There are significant
ethical considerations around data privacy, informed consent, and the
potential misuse of personal information and intellectual property. Many
users are unaware that their interactions can be scraped, analysed, and
stored for commercial use. Using public Al models like ChatGPT for client
data, such as transcripts, means that data might be used to train the
model and be accessible to others, which clients may not approve of.
Data breaches are also a heightened risk when Al systems handle vast
amounts of personal data. The general principles that apply to any
research interaction with participants applies equally when using Al tools.

Obtain Informed Consent: Clearly inform consumers and clients
about what data is being collected, how it will be used, and for how
long it will be retained.

Anonymisation and Data Minimisation: Implement processes to
strip personal data before analysis and only collect the data necessary
for research.

Secure Data Storage and Compliance: Design Al systems to store
data in secure, encrypted environments and adhere strictly to global
privacy regulations such as GDPR and CCPA.

Dedicated Platforms: Utilise research platforms with integrated Al
capabilities, as they often provide more secure and private
environments where proprietary client data is not mixed with general
Al knowledge systems.

For more detail about the Al and research legal and ethical considerations
see the MRS Guidance on Using Al and Related Technologies.




Accuracy and Quality of Insights

While Al excels at processing large amounts of data and identifying
patterns, "data is not the same as insights". Al may struggle with
ambiguous, neutral, or nuanced sentiments, potentially misinterpreting or
missing subtle expressions. Automated transcriptions, for example, can be
of poor quality, especially with diverse accents, leading to inaccurate data
for analysis. Al models, being trained on existing data, are incapable of
generating truly brand-new ideas, potentially leading to a lack of
innovation and novelty in guides or reports. There is also a risk of Al
"hallucinating” or forming incomplete/incorrect conclusions, especially
when handling vast amounts of data.

Human Interpretation and Deep Analysis: Use Al outputs as a
springboard for deeper analysis rather than definitive conclusions.
Human practitioners should interpret findings, question Al-generated
insights, and dive back into raw data with a focused lens to explore
points in detail.

Pressure Testing: Use Al to test discussion guides or questionnaires
against study objectives to identify strengths and weak spots, which
then undergo human refinement.

Continuous Checking: Critically check Al-generated summaries,
chart titles, and descriptions to ensure accuracy and to ensure no
significant points are missed.

Contextual Modelling: Tailor sentiment models with sector-specific
lexicons and training data to improve relevance and accuracy, as
generic models often underperform in specific or technical
environments. Ensure training data is large enough to provide the full
spectrum and not based on a limited dataset.




Loss of Human Connection and Empathy

There is a significant risk that over-reliance on Al, particularly in roles
traditionally performed by human practitioners or moderators, will diminish
the genuine human connection and empathetic understanding crucial for
qualitative insights. Al tools currently struggle to understand subtleties,
context, nuance, and human emotions, which can lead to fewer
empathetic interactions. This can make interactions formulaic and rigid,
limiting our ability to grasp complex social psychological scenarios.
Strategic consulting and direct consumer feedback are domains where
human connection remains paramount.

Augmentation, Not Replacement: Position Al as an assistant to
enhance human capabilities, rather than a tool for wholesale
replacement. Al should handle mundane, tedious, manual processes,
freeing human practitioners to focus on higher-level strategic thinking,
interpretation, and empathetic engagement.

Hybrid Models: Employ hybrid systems that combine Al automation
with human intervention, particularly in qualitative research and client
interactions. Humans excel at empathy, creativity, and understanding
complex nuances.

Prioritise Relationship Building: Recognise that research relies
heavily on relationships with clients, partners, and participants.
Technology should not fully exclude channels that allow for human
connection, such as direct communication in complex situations.




Over-reliance and Erosion of Critical Thinking

The pursuit of "faster, cheaper, and more insightful" data can lead to the
temptation of cutting corners on critical thinking. An "easy button"
mentality for Al can foster an illusion that Al will do everything for
practitioners, diminishing the crucial role of human design, questioning,
and response. Over-automation can make processes less meaningful and
degrade the quality of the research, the customer experience and,
ultimately, trust in the research process.

Prioritise Human Critical Thinking: Emphasise that Al cannot
replace the "hard work of thinking-through-writing," which reveals
conceptual relationships in data. Humans must do the creative and
critical thinking, questioning, weighing perspectives, and making
nuanced judgments.

Strategic Storytelling: Focus human practitioners' time on
interpreting findings, crafting strategic stories, and developing
marketing strategies around key insights, rather than just data input
and basic analysis.

Continuous Learning for Practitioners: Encourage practitioners to
continuously learn about both the capabilities and limitations of Al,
fostering a sceptical but informed approach.




Organisational Readiness and Implementation Challenges

Implementing Al effectively requires more than just technical solutions; it
demands organisational readiness. Challenges include fragmented data
silos, a lack of Al literacy among staff, and resistance to adapting to new,
real-time decision-making cultures. Without interdepartmental
coordination (marketing, IT, data science, compliance), Al outputs may be
underutilised or misinterpreted.

Cross-Functional Alignment: Foster strong collaboration between
data science, marketing, legal, and IT departments to ensure a shared
understanding and coordinated integration of Al systems, security and
compliance with regulations and a complete “buy-in” for employees.

Al Literacy Training: Invest in training and change management
programmes to equip staff with the skills needed to interpret and act
on, and utilise, Al responsibly.

Robust Infrastructure: Ensure practitioners are working with robust
data pipelines, cloud computing resources, and API integrations
across sample, survey and discussion tools to scale Al systems
effectively.

Leadership Commitment: Secure long-term leadership commitment,
viewing Al as a strategic asset for customer intimacy and operational
adaptability, embedding it into the research process.




Questions to suppliers

When selecting an Al tool to use, or an Al powered software package, it is
important to have an understanding of the underlying principles applied
when building the Al tool, any accountability measures or controls, and
any inherent bias within the system, along with the usual security and
privacy considerations. Questions practitioners may wish to ask include,
but are not limited to, the following:

What training data was used when building the tool?

How does the software handle representation, for example with
differences in ethnicity, gender or regionality?

How are biases mitigated?

How does the tool learn and how does it handle feedback?
What data is shared and for what purpose?

What functionality is in place to ensure data is secure?

How does the system handle personal data, or anonymise data?
How can the tools ‘thought process’ be examined and audited?
How can | provide context for various scenarios?

What LLM is the tool based on?

What limitations does the tool have?

How regularly will the training data be updated/ refreshed/ how old
was the current version?




Best Practices

For optimal Al integration in research, a vigilant and balanced approach is
crucial, prioritising augmentation over outright replacement and ensuring
robust human oversight at every stage. Best practices include

diligently implementing ethical frameworks,
fostering a culture of continuous learning for practitioners, and
strategically deploying Al as a co-pilot for repetitive tasks.

This means ensuring human checking and validation of Al outputs,
providing continuous feedback to refine Al's understanding of nuance, and
conducting regular bias audits with diverse training data. Furthermore, it is
essential to obtain informed consent, anonymise data, store it securely in
compliance with regulations, and utilise dedicated platforms to protect
privacy.

Human practitioners should focus on interpretation, deep analysis,
strategic storytelling, and maintaining genuine human connection, while Al
assists with mundane tasks. Finally, organisational readiness is
paramount, requiring cross-functional alignment, Al literacy training,
robust infrastructure, and strong leadership commitment




Conclusion

The integration of Al into research is not merely a technological upgrade;
it is a fundamental shift that demands a re-evaluation of our practices and
principles. While Al offers unparalleled speed, efficiency, and the ability to
process vast amounts of data, it is imperative to remember that its true
value lies in its capacity to augment human intelligence, not replace it.

The concerns outlined — from the erosion of empathy and the perpetuation
of bias to critical privacy risks and the diminishing of human critical
thinking — are not insurmountable. By diligently implementing ethical
frameworks, ensuring rigorous human oversight, fostering a culture of
continuous learning, and strategically deploying Al as a co-pilot for
repetitive tasks, we can harness its power responsibly.

The future of research is one where Al and human expertise converge,
enabling us to deliver richer, more empathetic, and truly insightful stories
that drive meaningful, data-backed decisions while upholding the highest
standards of integrity and consumer trust. The key to successful Al
implementation in research lies not in the technology itself, but in the
ethical and structural framework surrounding its use and practitioners not
losing touch with how real people think/ feel




Section B:
Using Al in Research Practice

PART 1

Al IN RESEARCH - SURVEYING

A note from the author Ian Roberts:

This guide examines the role of Al in the survey process. It is a general
overview and does not examine specific software applications or products
but examines where Al can help in the survey process and outlines some
issues to be aware of.

Summary

The role of Al, particularly GenAl and LLMs, in the design and creation of
survey questionnaires for research executives is focused primarily on
enhancing efficiency, improving question quality, and accelerating the
initial setup phase. Al acts as an advanced co-pilot or assistant, helping
practitioners streamline traditionally tedious and manual processes.

Al plays a crucial and multifaceted role in the personalisation and
localisation of a research survey, primarily by leveraging vast datasets to
tailor the survey experience, questions, content, and messaging to
individual participants or specific regional segments. This process is
fundamentally tied to Al's capabilities in advanced segmentation and real-
time adaptability.




Summary of Al Uses in the Survey Process

Al technologies are utilised throughout the research process, significantly
accelerating and improving decisions related to survey design, participant
engagement and data quality. This paper will examine several areas
where Al can assist in the surveying process.

Surveying Phase

Questionnaire
Creation

Localisation and
Tone

Participant
Engagement

Qualitative
/Quantitative
Hybrid

Data Quality

Al Functionality

Automated survey
design and
programming

Improved
communication

Survey
Personalisation

Guided probing of
captured verbatim

Real-time validation
of responses

Specific Benefit

Creation of complete
qguestionnaires, from
generation of questions to
automating the scripting
process or even just
support a range of pre
coded answer options.
Can be used as an
assistant to debate
question methods

Adjust the language and
communication style to
‘speak’ directly to the
participant group

Ability to personalise
surveys directly for
individuals and ‘mimic’
their tone.

Al agents designed to
‘deep dive’ into verbatims
and probe for additional
information, guided or
unguided.

Data quality checks,
flagging/removal of
suspicious responses,
detection of bots or Al
generated responses.




Questionnaire Creation

Al tools help practitioners overcome the challenge of facing a blank
questionnaire by providing immediate ideas and foundational text.

Generating First Drafts: A well-trained LLM can generate first-draft
questions for standard topics when trained on question design best
practices. This capability can serve as a starting point for
brainstorming and help quickly generate ideas and questions to
include in the survey.

Developing Dynamic Elements: Al co-pilots can instantly suggest
lists of dynamic elements necessary for advanced research methods,
such as segment statements for a segmentation study, need
statements for a MaxDiff study, or elements for an Implicit Association
Test.

Assisting in Concept Testing: Practitioners can use Al to formulate
questions to quantify interest in a product among various buyer
segments, explore specific aspects of a product proposition that drive
its appeal, and understand how to position a brand to minimize
cannibalization with other company offerings.

Pre-Testing and Pressure-Testing: Practitioners can use GenAl to
pretest survey questions or pressure-test a completed guide to ensure
it covers all study objectives. By providing the Al with the study
context and the draft questionnaire, practitioners can ask the Al to
map key questions to the objectives and evaluate the guide's
strengths and weaknesses.

Timing the questionnaire to ensure it will suit the budget/ appropriate
length for respondents

Al handles the mechanical, error-prone aspects of questionnaire
development, speeding up the time-to-fieldwork.

Automating Survey Programming: Al can replace the need to
manually write and programme logic into survey questionnaires. Al-
grounded platforms offer drag-and-drop pre-programmed questions
and advanced methods to automate this step, significantly speeding
up the time from initial concepting to fieldwork.

Survey Proofing and Logic Routing: Al tools are highly useful for
time-consuming, manual survey proofing processes, such as checking
that survey logic is properly routed (e.g., ensuring a follow-up question
is correctly displayed based on a "yes" response).




Localisation and Tone

Al facilitates the customization of survey materials, targeting, and
deployment strategy to suit different geographic, linguistic, and cultural
contexts.

Suggesting Relevant Content: GenAl can generate new and original
input text based on the context provided, which is useful for creating
research ideas. For example, practitioners can ask a tool like
ChatGPT for relevant questions for a specific industry (e.g.,
healthcare) to generate a list of dozens of related questions they may
not have considered.

Translation and Localization: Al tools can instantly translate and
localise survey content for different languages and geographies.
Although a native speaker should double check it is correct!

Addressing Linguistic Bias (Watch-Out): While Al can translate,
research executives must be cautious, as LLMs trained predominantly
on one language or accent (e.g., a specific English accent) may
struggle to accurately transcribe or interpret other accents or dialects,
potentially introducing bias in qualitative analysis.




Participant Engagement

Al helps improve the fundamental quality and consistency of the questions
asked, potentially raising the general standard of research.

Improving Clarity and Reducing Bias: LLMs can help draft more
effective, pointed questions and suggest variations to reduce bias or
improve clarity by analysing large datasets and previous responses.
This functionality helps guide practitioners toward best practices
without necessarily requiring additional human oversight.

Role-Playing and Contextual Guidance: When designing a
discussion guide or questionnaire, practitioners can assign a specific
role to the Al (e.g., "You are an Ultra runner concerned with
nutrition...") and provide specific context and objectives to ensure the
generated questions are relevant to a study's aims.

Tone and Temperature: Al can be instructed to act as a specific

participant, or persona, and ‘speak’ in the associated language: using
terms, anachronisms and the tone of language reflective of the target
audience. This ensures participants feel they are being surveyed by a
peer and, thus, more likely to respond to the questions in more detail.

Al-Assisted Chatbots: Al-powered chatbots can be used to guide
participants through surveys, which can potentially improve response
quality and completion rates. These chatbots can clarify questions and
prompt for more detailed answers, leading to more consistent and
reliable data from participants.




Qualitative/Quantitative Hybrid

The use of Al and its capacity to analyse open text in real-time, means
that Al can be used to probe any collected verbatim. This can be guided,
where the Al is directed to follow up if certain topics or themes are present
in the verbatim, or un-guided where the Al generates what it believes
would be good follow up questions.

Participant Guidance (Chatbots): Al-powered chatbots can guide
participants through surveys, clarifying questions and prompting for
more detailed answers, leading to a more consistent and higher-
quality response set. This type of personalised tailoring of the survey
experience can improve response quality and completion rates.

Qualitative at scale: Qual style questions and analysis are supported
through the use of Al, not only to probe verbatim responses more fully,
but also to provide quick analysis of the collected data.




Data Quality

Al tools can be utilised as "co-pilots" to minimize design flaws and ensure
consistency, which raises the general quality of the data collected.

Detecting Fraudulent Responses: Al has a role in fraud detection
and data quality in large-scale surveys. LLMs can be used to detect
fraudulent or lower-quality responses by identifying patterns in open-
ended answers that do not match genuine human behaviour.

Combating Synthetic Responses: Al-generated synthetic responses
tend to be more uniform and polished, lacking the "raw, varied, and
sometimes messy nature of real human responses”. This lack of
nuance helps practitioners differentiate them from authentic feedback
in verbatim or open-ended questions.

Quality Checks: Al-powered systems can perform data quality
checks that prevent fraudulent and duplicate responses.




Caveats and Limitations

It is important to remember that Al is intended to augment, not replace,
the expertise of research executives.

Al Cannot Replace Expertise: While Al can generate first-draft
questions, it is unlikely to replace trained survey methodologists. The
Al's output is only as good as the input (prompts) it receives.

Lack of Critical Thinking: Al models, which are trained on existing
data, cannot generate brand-new ideas and, if relied upon too heavily,
risk making the research lack innovation and novelty. Al struggles with
understanding subtleties, context, and nuance in human interactions.

Potential for Poor Quality: Relying solely on Al to write guides can
result in very poorly written guides or questionnaires. Inexperienced
practitioners may fail to recognise a "bad question" if generated by Al.

Bias in Design: Algorithms are only as good as the data they train on,
and if that data is biased, it can lead to problematic interactions and
potentially biased question design.




Conclusion

Al has fundamentally changed the surveying process by enabling
researchers to draft, script, and translate surveys through general Al tools.
Al can also perform real-time quality checks and analysis on survey
participants. Whilst this is possible, human oversight to ensure
questionnaire design remains robust, translations reflect local nuances
and scripting logic follows the flow of the survey rather than a ‘mechanical’
process. Thinking of Al as a ‘sounding board’ or inexperienced researcher
when using the tools, will ensure the experience and knowledge
practitioners have, will ensure a high standard of survey design and
implementation.

The future of research lies in a balanced approach: Al acts as a
sophisticated, but junior, researcher to increase the efficiency of the
research process, rather than replacing human experience entirely.




Al IN RESEARCH - SAMPLING

A note from the author lan Roberts:

This guide examines the role of Al in the sampling process. It is a general
overview and does not examine specific software applications or products
but examines where Al can help in the sampling process and outlines
issues to be aware of.

Summary

The integration of Al into research is fundamentally transforming how
practitioners identify, select, and manage study participants. Al tools,
particularly those leveraging LLMs and Machine Learning, facilitate the
creation of highly precise audience segments and offer dynamic
participant interactions not possible through traditional methods. A major
innovation in this domain is the deployment of synthetic data and synthetic
participants, which significantly accelerate data collection, reduce costs,
and, in specific use cases, enhance data scalability and efficiency.

This paper details the specific mechanisms through which Al supports
sample selection, outlines the role of synthetic data, and summarises the
broad uses of Al within the sampling process.




Summary of Al Uses in the Sampling Process

Al technologies are utilised throughout the research process, significantly
accelerating and improving decisions related to sampling, audience
selection, and data quality. This paper will examine several areas where
Al can assist in the sampling process.

Surveying Phase

Audience
Identification and
Segmentation

Recruitment and
Targeting

Sample Creation

Participant
Screening

Audience
Identification and
Segmentation

Al Functionality

Automated Data
Analysis and
Pattern
Recognition

Improved
Segmentation

Generation of
synthetic
participants, use of
Personas

Real-time
validation of
participants

Automated Data
Analysis and
Pattern
Recognition

Specific Benefit

Processes vast datasets
(social media, reviews) to
identify behaviours and
preferences that define and
size the target audience

Creates precise, actionable
groups based on real data,
moving beyond broad
demographics

Allows for hyper-
personalised research
experiences

Creates representative
samples that simulate human
responses, saving time and
resources compared to
traditional recruitment

Detection of Bots, Al
generated responses or
fraudulent participants during
the screening process

Processes vast datasets
(social media, reviews) to
identify behaviours and
preferences that define and
size the target audience




Surveying Phase
Audience

Identification and
Segmentation

Recruitment and
Targeting

Sample Creation

Participant
Screening

Al Functionality

Automated Data
Analysis and
Pattern
Recognition

Improved
Segmentation

Generation of
synthetic
participants, use of
Personas

Real-time
validation of
participants

Specific Benefit

Processes vast datasets
(social media, reviews) to
identify behaviours and
preferences that define and
size the target audience

Creates precise, actionable
groups based on real data,
moving beyond broad
demographics

Allows for hyper-
personalised research
experiences

Creates representative
samples that simulate human
responses, saving time and
resources compared to
traditional recruitment

Detection of Bots, Al
generated responses or
fraudulent participants during
the screening process




Audience Identification and segmentation

Al tools analyse massive amounts of data from diverse sources - including
past surveys, social media, and customer reviews - to identify complex
patterns, preferences, and behaviours that define a target audience. This
capability allows practitioners to move past broad demographics and
achieve improved segmentation based on granular, real-world data,
resulting in more precise and actionable groups for research studies. For
example, by correlating purchase history with social media sentiment, Al
can provide a richer, unified view of customer satisfaction and product
alignment within niche or sub-groups.

Al's ability to summarise vast amounts of data, from multiple sources,
provides practitioners a ‘shortcut’ to desk research: finding incidence
rates, suggesting likely response rates and providing additional insight for
the specific target audience, beyond geo-demographics. This allows for
more precise targeting and can assist with greater segmentation.

This ‘micro segmentation’ can also open additional dives into more niche
audiences within a wider target and may also provide suggestions for
(additional) studies targeting a behavioural trait or buying preference
within a sub-section of the target audience.

In addition, personas help practitioners establish a clear, comprehensive
and quick picture of the target market: Traditionally, building detailed
buyer personas required tedious manual work, sifting through hours of
interview, focus group, or survey data, whereas Persona databases
already exist, or Al can ‘build’ a persona from the data within seconds. Al-
driven personas move beyond broad, static categories to enable
individualized and dynamic customer segmentation.




Recruitment and Targeting

The granular data provided by the analysis of previous study data and
social media sites, also enables for ‘micro-segmentation’ and
personalisation of the research process, including the survey invite,
incentive and tone to reflect the individual participant, whilst still targeting
the broader segment. This can assist with recruitment strategies for hard-
to-reach and niche audiences by utilising Al to uncover sites, blogs and
social media to use intercepts more narrowly.

Utilising the writing capabilities of Al models and utilising successful
marketing or advertising strategies as a template for niche groups, can
also improve the conversion rate when using intercepts by crafting
engaging and relevant content to attract the target audience. This also
helps with conversion rates as Al can speak the language of the target
audience, either by adopting a persona or acting as a specific role,
achieved through detailed prompting.




Sample Creation

Using Personas to assist with sample creation

Users can hold natural language conversations with these Al-powered
personas, which represent specific customer segments. Al-generated
personas are considered useful for preliminary testing and simulating
different consumer responses. Furthermore, practitioners are exploring
whether Large Language Models (LLMs) can generate completely
synthetic participants that fully capture the nuances and complexities
associated with human behaviour for future testing.

These personas are the fundamental building blocks for the generation of
synthetic data and the subsequent creation of synthetic participants. This
represents a major development in Al-driven sampling but comes with
come caveats.

Creation of Synthetic Samples and Participants

Al can generate synthetic samples or representative samples that
accurately model the target population. Synthetic participants are defined
as Al-generated profiles that are programmed to simulate human
responses in research environments like surveys and virtual focus groups.

The immediate benefits of this approach are operational:

Efficiency and Cost Reduction: Using synthetic participants can
remove the need to recruit human participants, drastically reducing
the time required for data collection from weeks or months down to a
fraction of the time. This automation leads to lower operational costs.

Rapid Simulation: Synthetic participants can instantly generate
survey and focus group data, simulating customer behaviour and
preferences rapidly. For instance, in B2B market research targeting
specific decision-makers, Al-generated personas can provide instant
responses for dynamic survey designs.

Recognised Limitations of Synthetic Data

While synthetic data generation is highly promising, practitioners must
exercise caution regarding its current limitations:

Lack of Human Nuance: LLMs do not always align perfectly with the
complex and nuanced patterns of human opinions, especially when
these opinions are influenced by diverse demographic factors like
race, age, or political affiliation. Al tends to default to general truths,
missing the subtle inconsistencies inherent in real human responses.
It is also trained on a moment in time so any shifts in trends, opinion
and world events will mean the personas are no longer up to date




Qualitative Richness is Lost: WWhen generating open-ended
responses, LLMs tend to produce output that is uniform and polished,
lacking the sometimes messy, authentic human language. This
limitation affects the richness of qualitative data and subsequent deep
insights.

Ethical Concerns: The enthusiasm surrounding LLMs potentially
replacing human participants should be viewed with scepticism,
particularly due to serious ethical questions surrounding privacy and
consent when predicting opinions without explicit input.

For more detail about the legal and ethical considerations of Ai and
synthetic data see the MRS Guidance on Using Al and Related

Technologies.




Participant Verification

Once a sample is targeted and prior to the survey being fielded, Al can
assist in maximizing data quality during the screener process by:

Fraud Detection: Al plays a critical role in maintaining data integrity.
Al tools are designed to analyse patterns in textual data that deviate
from genuine human behaviour, allowing practitioners to flag or
remove questionable submissions, especially identifying Al generated
responses within an open-ended question.

With the generation of micro-segments, participants can be compared
to historical data and, those with a significant divergence from the
expected norm, can be blocked from entering the study. This can be
conducted in real-time based on screener responses.

However, as with all uses of Al, it is important to be aware of inherent bias
in the system and to continuously train models as markets and attitudes
change over time.




Conclusion

Al has fundamentally changed the sampling process by enabling
researchers to identify, refine, and interact with sample respondents with
unprecedented speed and precision. Al tools can automate tedious
processes, such as audience definition and data summarization, freeing
researchers to focus on strategic interpretation. While synthetic
respondents offer efficiency gains and cost reduction, human oversight
and critical thinking remain crucial to interpret nuances and ensure ethical
standards are maintained.

The future of research lies in a balanced approach, where Al acts as a
sophisticated co-pilot to enhance human expertise, rather than replacing it
entirely.




Al IN RESEARCH - PROMPTS

A note from the author lan Roberts:

This guide looks at the strategies that can be used to improve Al prompts
and, thus, increase the accuracy and quality of the response.

An Introduction to Al Prompts

At its core, a prompt is an input into an Al system designed to elicit
specific results/outcomes. Think of prompts as conversation starters: the
words and ways to communicate with an Al guide it to produce responses
reflecting the words used. This interaction is primarily text-based
(although voice systems are becoming increasingly more common),
similar to having a dialogue with another person, but the participant is Al.

Prompts can vary greatly in complexity, ranging from a simple phrase to
multiple sentences, paragraphs or pages. Modern Al models are
becoming increasingly sophisticated, now capable of handling multimodal
inputs, including pictures and audio. However, the basics remain the same
and for the sake of simplicity this guide will focus on text inputs. In
essence, practitioners provide a question, with as little or as much detail
and the Al responds. Crucially, the quality of Al interactions and the
resulting output largely depend on how prompts are worded.




How Al Systems Respond to Prompts

The greatest thing about Al is that practitioners have the power to direct
the responses by creating detailed prompts. Effective prompts are
essential for optimising results.

Most Al systems, including popular platforms (like ChatGPT, Claude and
Gemini) are built upon a combination of technologies that allow Al to
understand prompts even when they are written in a conversational,
human-like manner.

Furthermore, Al systems continuously learn from the input they receive,
and the feedback given (including the thumbs up/down to a response).
They may also learn from other users, depending on how open or closed
your system is, and from the internet more generally.

Some advanced Al platforms, particularly commercial chatbots, also use
basic sentiment analysis to provide more context to the type of result
being sought, alongside the environment it is in and the data the model
has been trained upon.




Key Considerations for Effective Prompting

The way prompts are framed shapes the Al's output. This framing of
prompts is known as prompt engineering, which involves selecting the
right words and phrases to achieve the best possible results.

Prompting Elements

When drafting prompts, rather than just ask a question consider the
following options to improve the accuracy of outcome:

Format: Define the structure of the output (e.g., essay, bullet points,
tables, code blocks).

Act as: Assign a specific role or perspective to the Al (e.g., expert,
critic, enthusiast).

Goal: Explicitly state the purpose or scope of the information being
sought (e.g., persuade, entertain).

Context. Provide any necessary background information, data, or
content.

Keywords: List important keywords or phrases to be included.
Limitations: Specify any constraints, such as word or character count,
maximum prompt length, stylistic restrictions, time-sensitive deadlines,
or forbidden phrases.

Audience: Define the target audience for the tailored content.

Language: Indicate the language needed.

Source: Request the Al to cite sources or support its information and
not to make anything up!

Points of View: Ask the Al to consider multiple perspectives or
opinions.

Counterarguments: Request opposing or alternative viewpoints.
Analogies: Instruct the Al to use simple examples or concepts.
Quotes: Ask for relevant quotes or statements from experts.
Statistics: Encourage the use of data to support claims.

Visual Elements: Inquire about including charts, graphs, or images.




Source Data: Refer to a given file or URL for data.

Sensitivity: Instruct the Al to handle sensitive topics or issues with
care.

Different tools have different capabilities, so whilst the prompting elements
can be used, some may not be handled by the Al tool used or may not be
necessary. Claude, for example, is built to provide ethical response by
default, but cannot easily output visualisations (although agents can be
‘plugged in’ to do this), ChatGPT does not easily allow for the import of
different media (audio or video) for analysis, Copilot is, by default,
restricted to a closed environment, so may not be able to search the web
more generally.




Top Prompt Frameworks for Al

To assist with the multitude of elements that can be used for prompting,

various frameworks have been developed, based on selecting a few key
elements. These structured approaches can help provide the necessary
information for Al to generate the desired output.

Whilst these frameworks can provide guidance into how prompts
can be written they may seem overly complex. In more simple
terms, consider the basics taught at school: who, what where,
when, why:

Who is the answer for, or who should the Al act as when answering
(the Al role)

What is the problem, question that needs answering or remedy
required

Where should the answer come from, within which datasets/areas
should the Al search

When should the action take place, or within which timeframe should
the results be searched

Why are we asking, what is the context

Below are some of the leading frameworks:

APE: Focuses on clearly defining the Action the Al should perform,
the Purpose or intention behind it, and the Expected Outcome
needed.

TAG: Directs to specify the Task, the Action required, and the Goal
of the interaction.

COAST: Guides through setting the Context, stating the Objective,
detailing the Ask, providing Specifics, and outlining the Task.

RACE: Emphasises assigning a Role to the Al, specifying the Action
it should take, providing Context, and describing the Expected
Outcome.

TRACE: Involves defining the Task, specifying the Al's Role, outlining
the Action to be performed, providing Context, and offering an
Example to illustrate points.




CREATE: Encourages to define a Character or Role for the Al, state
what is Required, provide Examples, specify the desired Action and
Type of Output, and include any Extras or unique instructions.

ROSES: Helps in defining the Al's Role, stating the Objective or goal,
outlining the Steps for action, providing an Example, and suggesting
a potential Solution.

RISE: Focuses on the Al's Role, the necessary Input or information,
the Steps to be followed, and the Expected Outcome.

CRISPE: Guides to define the Al's Capacity and Role, provide
Insight into user information, give a Statement of what is wanted,
specify a Personality for the Al, and suggest an Experiment by
asking for different versions of the post.

CARE: Directs to set the Context, specify the Action the Al should
take, describe the desired Result, and provide an Example.

SPOT: Focuses on describing the current Situation or context,
identifying the Problem, outlining Options for solutions, and
specifying a Takeaway or recommendation.

PAIN: Helps in describing the Problem, specifying the Action
required, requesting additional Information, and detailing the Next
Steps.

RTF: Guides to specify the Al's Role, the Task to be performed, and
the desired Format for the output.

ERA: Focuses on describing the Expected Result, the Al's Role, and
the specific Action the Al needs to take.

No matter which framework chosen, the result can always be refined or
re-prompted to provide a better answer. Think of it as a conversation
probing for more information: Qualitative moderators generally make
excellent prompt engineers!




Influencing Al output: Temperature and Tone

Beyond specific instructions or the frameworks above, practitioners can
further direct the Al's output by adjusting its "temperature" and specifying
the desired "tone."

Temperature

This controls the creativity and randomness of the Al's responses. A low
temperature (closer to 0) makes the Al more deterministic and focused,
yielding predictable, consistent responses. A high temperature (closer to 1
or higher) increases randomness, leading to more creative, diverse, and
unexpected outputs. Practitioners can include this in the Al prompt simply
by adding “temperature=XX"

High Temperature (e.g., 0.8 to 1.0): Encourages more diverse and
creative responses, often leading to unexpected or more random
outputs. Useful when practitioners seek innovation or brainstorming.

Medium Temperature (e.g., 0.5 to 0.7): Strikes a balance between
randomness and focus, producing moderate creativity while still fitting
the context, potentially with some surprising elements.

Low Temperature (e.g., 0.1 to 0.4): Results in more deterministic and
focused responses. The Al will adhere closely to the most expected
output with minimal creativity.

Tones

Practitioners can specify the emotional or stylistic character of the Al's
response. This can allow practitioners to be more engaging and reflect the
audience they wish to address. This could even be in the style of clients:
practitioners can ask the tone to reflect a given website for example. This
is a simple matter of asking the Al to “respond in a XX tone” as part of the
prompt. Some of the most common tones include: Friendly, formal,
casual, professional, Humorous, Sincere, Encouraging, Respectful,
Serious.

Best Practices for Crafting Prompts

To optimise Al interactions, practitioners should consider three
overarching strategies for prompt engineering: provide context, be
specific, and build on the conversation.




More detailed best practices include:

Be Specific and Clear: Always enter prompts and the information
required clearly, without ambiguity, to prevent generic or incorrect
responses.

Provide Context: Furnish the Al with as much background
information as possible. This allows it to grasp the nuances of
requests fully.

Assign a Role: Instruct the Al to "act as" a particular persona (e.g.,
"Act as a senior research professional"). This significantly influences
the tone and style of the response.

Specify Output Format: Clearly communicate how the output is to be
presented (e.g., bullet points, a table, a specific tone).

Ask for Reasoning: Instruct the Al to explain its reasoning process.
This can substantially improve the quality and accuracy of its answers.

And most importantly, lterate and Refine: Effective prompting is an
iterative process. It's unlikely optimal results will be provided from an initial
prompt.

Continuously refining prompts, based on the Al's responses, can greatly
improve outcomes. Often, better results are just an additional word or a
phrase away from the original. Do not abandon a prompt just because it
did not work immediately; instead, make minor adjustments, observe the
changes and ask from a different perspective. There is also the option to
prompt Al to be critical of its response.




General Al Considerations

However prompts are structured, the outcomes will be a result of the
information given in the prompt. However, there are occasions when
practitioners may wish to be ‘loose’ with prompts. This can often lead to
unexpected, or unanticipated outcomes that may be of interest. This is
particularly useful when brainstorming, looking for something different, or
being experimental - looking where an outcome may take practitioners for
a unique perspective.

General considerations regarding Al also need to be taken into account
when formulating prompts:

Sources: which sources were used to educate the Al tool, and to
which sources does the tool have access in order to provide a
response (referenced files or the internet as a whole)

Bias: either due to the material used to train the tool, or accessed to
respond to the question, or even within the prompt itself

Limitations: not all tools can access the same information, or produce
the same output

Security: the system may not be ‘closed’, meaning sensitive or
confidential information which would ideally be a source for a prompt
response, could be exposed to third parties and is therefore excluded
from the sources which can be drawn upon to respond to a prompt




Conclusion

There are many elements that can be applied when prompting, which will
vary the output. Which elements used can affect the results, but not all
elements have to be used. Choosing what works, experimenting with
inputs, observing the results and refining the prompts will ensure
practitioners become competent and comfortable with using Al and will
understand the limitations of the chosen tool.

By applying these principles and utilising prompt engineering techniques,
practitioners can significantly enhance the quality and relevance of the
Al's responses, making interactions more productive and insightful.




Al IN MARKET RESEARCH - DATA PROCESSING

A note from the author lan Roberts:

This guide examines the role of Al in the post-survey process, with a focus
on the quality checking, coding/classification and preparation of data files
ready for analysis/reporting. It is a general overview and does not
examine specific software applications or products, but examines where
Al can help with data processing, coding and manipulation and outlines
issues to be aware of.

Executive Summary

In the current fast paced research environment, the traditional reliance on
manual, post-collection processes for data cleaning, coding, and
validation are often seen as a bottleneck to quick insights. These
resource-intensive activities often consume excessive time and human
capital, leading to slow insight generation and inherent data inconsistency
across projects. Furthermore, the sector is grappling with escalating
challenges from sophisticated fraudulent activities, where usable
response rates have declined substantially in recent years, often within
the 0-25% quartile for open online surveys. Of course, this can be
improved by better sampling, survey design and engagement.

The integration of Al and ML is fundamentally transforming this paradigm,
shifting quality assurance from a reactive cost centre to a proactive,
predictive risk management platform deployed in real-time. This guidance
details the immediate, production-ready applications of Al across the
survey data lifecycle, demonstrating how Al dramatically accelerates data
manipulation, enhances coding consistency, and ensures foundational
data integrity, leading to a measurable return on investment (ROI).




Key Measurable Benefits of Al Integration:

Metric Category

Data Quality
Improvement

Open-End
Analysis Time

Survey
Completion Rate

Traditional Baseline

30% inaccuracy risk

Days to Weeks (manual
coding)

10-15% average

Al-Augmented
Performance

Up to 30% improvement in
quality

Minutes (processing
thousands of responses)

Average boost of 25%, up
to 40% higher

Impact

Enhanced decision
validity

Significant reduction in
time-to-insight

Reduced non-response
error




The Strategic Imperative for Automation

Our core mandate as practitioners is to deliver accurate, actionable
insights as fast as possible to support data-driven decision-making.
Historically, mundane tasks like data cleaning, categorization, and coding
have created significant bottlenecks, impeding the capacity to react
promptly to market dynamics.

Al systems function not as replacements, but as powerful accelerators
and "co-pilots" that automate up to 80% of tedious, high-volume data
tasks. By automating error-prone data cleaning, manipulation and coding,
Al frees up valuable human expertise to focus on strategic activities, such
as deeper interpretation, analysis, creative problem-solving, and strategic
forecasting.

A successful Al adoption strategy must prioritize the fundamental redesign
of core research workflows to effectively operationalize these new
technological capabilities, moving practitioners from meticulous data
processors to high-level interpretive analysts.




Al for Data Integrity and Quality Checks (The Cleaning Function)

Data cleaning and quality checking in a production environment requires
rigorous, continuous vigilance against fraud and low-quality responses
and respondents. Al-powered fraud detection leverages ML to
automatically detect and prevent fraudulent activities in real time.

Proactive Fraud and Bot Detection

The threat landscape has evolved beyond simple script execution to
sophisticated "survey farms" and adaptable human cheaters capable of
bypassing static security measures like CAPTCHA. ML models provide a
tool to assist with fraud and bot detection by continuously learning and
adapting to new tactics, often using extensive training datasets involving
billions of data points.

Key mechanisms deployed by Al/ML systems for quality checks and fraud
detection include:

Bot and Fake Respondent Detection: ML models flag subtle
patterns across multiple dimensions, such as clusters of submissions
from a single IP address, unnaturally fast completion times, or
identical answer patterns across different questionnaires.

Identity and Duplication Checks: Al cross-validates digital
fingerprints, metadata, and geolocation to help to determine whether
each participant is unique and legitimate. It monitors for
inconsistencies in demographic data that might signal dishonest
qualification attempts.

External Risk Scores: To target professional human fraud conducted
by organised survey farms, novel indicators such as specialised email
address scores and industry-standard MinFraud Risk Scores are
utilised, which traditional behavioural checks often miss.

Low-Quality Response Mitigation

Al systems mitigate responses from genuine but inattentive participants
by tracking detailed behavioural metrics.

Behavioural Pattern Analysis: This includes evaluating time spent
per question, checking the variation in rating selections to catch
straight-lining, and monitoring keystroke patterns.

Content Validation: NLP is used to flag issues such as gibberish text,
off-topic copy-paste, or nonsensical answers in open-ended
questions.




Real-Time Intervention: This is Al's most powerful advantage. By
continuously monitoring activity, the system can flag suspicious
behaviour and disqualify fraudulent or low-quality participants mid-
survey before they complete the questionnaire. This action prevents
bad data contamination and saves incentive costs, delivering
immediate ROI.




Al for Data Manipulation and Coding (The Analysis Function)

The analysis of unstructured text data from open-ended survey questions
has traditionally been a significant impediment to generating timely
insights. Al, powered by NLP and ML, standardizes and scales this
manipulation function, accelerating the process from weeks to minutes.

Automated Coding and Categorization

Automated coding leverages NLP to analyse and classify verbatims,
providing massive scalability and consistency.

Speed and Consistency: Automated systems can process
thousands of open-ended responses in minutes. This speed ensures a
high degree of coding consistency that manual efforts cannot match,
which is critical for large-scale or recurring tracking studies.

Flexible Codebook Management: Al tools offer versatility by either
auto-coding responses against a pre-defined human codebook or
discovering new, emergent themes and patterns organically from the
raw text.

Nuanced Sentiment Analysis: Al moves beyond basic categorization
to perform granular sentiment scoring. The system scores sentiment
at the specific theme or aspect level (e.g., positive comment on a
product's user interface but negative sentiment regarding its pricing
structure). NLP is instrumental in detecting the tone and emotion
behind the text.

Entity Extraction: Platforms can automatically extract a
comprehensive list of entity names, such as brands, policies, or cities,
from the open-ended text.

Multilingual Processing and Advanced Analytics

For global research programmes, Al tools provide seamless translation
and coding across dozens of languages (some supporting 50 or more)
with high accuracy. By utilising a single Al pipeline for multilingual
processing, we mitigate the linguistic biases and inconsistencies that arise
when relying on fragmented, market-specific human coding teams.

The structured data output generated by Al coding engines provides
immediate input for advanced machine learning analytics, enabling
prediction and segmentation. ML methods are powerful for detecting
complex, non-linear relationships among structured variables in the
survey data, accelerating the shift from descriptive research (what
happened) to predictive research (what will happen).




The New Data Quality Frontier:
Detecting Al-Generated Responses

A critical challenge has emerged from GenAl, which can now produce
high-quality, synthetic survey responses that easily bypass traditional

quality checks. These responses are often characterized by suspiciously

perfect grammar, a lack of typos, and overly detailed, formal language
structures, mimicking high-quality human input. Since the cost of
generating synthetic fraud is approaching zero with readily available

LLMs, continuous, rapid investment in validation technology is imperative.

New detection tactics must focus on subtle linguistic patterns and
inconsistencies:

Reverse Inference Check: This technique tests the coherence of the
response by attempting to infer the likely original survey question from

the provided answer. If the inferred question is implausible or the
answer is vague/over-generalised, it suggests the content was
generated without real contextual awareness.

Style Drift and Internal Consistency Scoring: Authentic human
participants maintain a unique writing voice. Al calculates a 'Style
Consistency Score,' flagging instances of "Style Drift" (a drastic,

unmotivated shift in emotional tone or complexity) which suggests the

responses were generated in fragments by an external LLM.

Emotional Contradiction Detection: Al analyses the emotional arc
across a participant’s answers, flagging inconsistencies, such as a

negative emotional tone in an open-end explanation following a highly

positive satisfaction rating.

Plausibility and Narrative Logic Scan: This evaluates the response
for illogical statements or over-specified details that lack context (e.g.,

“l always loved this product even though I just discovered it last
week”).




Considerations for using Al

The integration of Al in data cleaning, coding, and manipulation is subject
to several crucial drawbacks and potential ethical issues that require
proactive management. Concerns include:

Algorithmic bias: Al models are dependent on the quality and
representativeness of their training data. If the data used to train the
system is skewed or inaccurate, the Al output will generate biased and
misleading insights, risking the perpetuation of existing inequalities,
particularly toward underrepresented or marginalized groups.

Validation: Many advanced Al models can function as a "black box,"
making it difficult to interpret or validate precisely how they arrive at a
classification or conclusion, which undermines transparency and trust
in data cleaning and coding results. For qualitative data manipulation,
Al, especially LLMs, may struggle to accurately capture the subtle
nuances, sarcasm, and cultural context essential for deep insights,
sometimes producing outputs that are coherent but lack the authentic,
messy quality of real human responses.

Operational Issues: Al implementation faces challenges such as the
high costs of acquiring tools and the internal barrier posed by the lack
of technical expertise required to integrate these complex systems into
existing research workflows.

Responsibility: there is the risk of over-reliance on automation and a
lack of responsibility for the output of an automated system, which can
lead practitioners to reduce the necessary human oversight needed to
catch false positives or maintain ethical guardrails.




Strategic Implementation:
Addressing Ethical Risks and Operational Challenges

Successfully integrating Al requires more than just acquiring tools; it
demands a strategic shift focused on ethical governance, workflow
transformation, and Human-in-the-Loop (HITL) oversight.

The Hybrid Workflow: Human-in-the-Loop

Despite Al's speed and scale, the HITL framework remains critical for data
integrity and interpretation. Al excels at identifying themes and coding at
scale, but human practitioners must maintain oversight to:

Validate Outputs: Review and correct Al classifications and
misclassifications, ensuring coding accuracy and consistency.

Interpret Nuance: Analyse elusive human elements like sarcasm,
idioms, or cultural context that advanced NLP models may miss.

Handle Edge Cases: Apply final judgment to questionable responses
flagged by the Al, ensuring that valid participants are not unfairly
excluded (false positives).

Algorithmic Bias and Data Privacy

The integrity of any research output is directly dependent on the ethical
framework governing the systems. If training data is biased or
unrepresentative, the Al output will generate misleading insights
("Garbage In, Garbage Out").

Mitigation strategies must include:

Training Data Audits: Using diverse, representative, and carefully
curated datasets to prevent the systematic misrepresentation of views.

Transparency and Compliance: Establishing clear policies on data
collection and usage and ensuring strict compliance with data
protection regulations (e.g. GDPR). Practitioners must be transparent
with participants that their data is being evaluated by Al.

Continuous Auditing: Regularly auditing Al models for fairness and
performance across different demographics to uncover hidden biases
that might unfairly disqualify participants.




Conclusion

Al is no longer an optional augmentation in research; it is the core engine
for maximizing data integrity, efficiency, and competitive advantage in the
production environment. By strategically investing in ML-powered systems
for real-time cleaning and quality checks (validation) and leveraging NLP
for automated, scalable coding (manipulation), practitioners can
structurally accelerate the time-to-insight and focus our talented human
capital on strategic analysis.

The successful transition relies on mastering the HITL framework. This
hybrid model, where Al handles the heavy, repetitive lifting of cleaning and
coding thousands of verbatims in minutes, and human practitioners
provide the crucial layer of validation and nuanced interpretation, ensures
that research and insight data is not only fast but fundamentally
trustworthy. In the face of evolving threats like Al-generated fraud, the
commitment to ethical, continuously adapting validation systems is what
will differentiate practitioners and safeguard the credibility of research and
insights.




Section C:
Al and Data Reporting

A note from the author lan Roberts:

This guide examines the role of Al in the data analysis and report
generation process. It is a general overview and does not examine
specific software applications or products but examines where Al can help
with statistical and verbatim analysis, table and cross-tab generation, and
reporting and presentation production.

Advanced Insights and Analytics Council (AlA)
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Executive Summary

Al, particularly ML, and Gen Al, has transitioned from an experimental tool
to a foundational core driver of business transformation within research
and insight. Traditional research, known for taking weeks or months for
processes like survey creation, analysis, and report generation, struggles
to keep pace with today's demands for faster turnaround times.

This guidance examines how Al specifically revolutionizes survey data
analysis by automating complex tasks: from statistical calculations to the
instantaneous production of data tables, charts, graphs, and client-ready
presentations. Al dramatically increases efficiency, quality, and scale,
enabling practitioners to process thousands of data points and verbatims
in minutes.

However, this power is a double-edged sword, introducing severe risks
such as algorithmic bias, sophisticated data fraud, and a lack of
transparency. Consequently, this guidance emphasizes that successful Al
adoption hinges on the strategic integration of Al with mandatory human
oversight (the Human-in-the-Loop framework) to maintain methodological
integrity and strategic competitive advantage.




Al for Survey Data Analysis and Statistical Rigour

Al tools leverage advanced algorithms, including NLP, Machine Learning,
and predictive analytics, to accelerate and enhance data reporting.

Quantitative Analysis and Statistical Results

Al accelerates complex statistical analysis and predictive modelling,
enabling rapid, data-driven decision-making.

Predictive Analytics: Predictive Al uses ML to forecast potential
future outcomes, identify patterns, and anticipate behaviours by
analysing historical data across many decades. This shifts research
from being merely descriptive (what happened) to prescriptive (what
will happen).

Advanced Methodologies: Specialised research platforms automate
the implementation and analysis of complex statistical techniques,
such as Conjoint or MaxDiff, using built-in ML algorithms.

Pattern Discovery: Al excels at analysing vast data volumes, spotting
subtle patterns and correlations that humans might overlook, leading
to deeper results and earlier trend detection.

Scalable Coding of Unstructured Data

The analysis of open-ended survey responses has historically been a
significant bottleneck. Al, primarily through NLP and LLMs, addresses this
challenge directly.

Automated Coding: Al automatically codes, categorizes, and
interprets free-text answers. This highly consistent process can handle
large data volumes, processing thousands of verbatims in minutes,
dramatically cutting the time required from days or weeks.

Sentiment and Emotion Analysis: Al performs sentiment analysis to
detect the tone (positive, negative, neutral) and emotions embedded
in textual data, adding context beyond the literal words.

Multilingual Processing: Al tools offer seamless translation and
coding capabilities across dozens of languages, standardizing the
analysis framework globally and mitigating linguistic biases.

This enables analysis across multiple languages, or geographies, within a
single production process, thus reducing the need to translate and merge
multiple files.




Automated Production of Data Tables and Visualisations

Once data is cleaned and categorized, Al accelerates the generation of
core statistical outputs and visual assets, eliminating repetitive manual
work.

Automated Data Tables and Cross-Tabulation

The manual process of generating and formatting cross-tabulations
(cross-tabs) by key segments is highly laborious and susceptible to
human error.

Instant Cross-Tab Generation: Al tools automate the conversion of
survey data directly into cross-tab tables. Some solutions allow users
to quickly build and customise these tables using user-friendly drag-
and-drop interfaces, often via online-dashboards.

Bulk Creation: Al platforms enable the bulk creation of hundreds of
cross-tab tables and corresponding slides in minutes, transforming
work that previously took days or weeks.

Consistency: Automated aggregation and cross-tabulation minimizes
storage needs and computational resources, resulting in faster
querying and consistent data presentation.

Charts, Graphs, and Dynamic Visualisation

Al ensures that analytical findings are instantly translated into accessible,
human-friendly formats.

Automated Charting: Platforms automate charting capabilities,
monitoring data in real-time and populating existing data charts and
reports automatically as new data arrives.

Interactive Data Exploration: Al provides dynamic data visualization
tools for exploring various scenarios and testing hypotheses in real-
time.

Al-Powered Analytics: Al analytics informs every decision through
Al-powered insight, visualizations, and dashboards, making insights
more accessible.




Accelerating Report and Presentation Generation

Gen Al is transforming the "final mile" of the research workflow by
automating narrative synthesis and delivering client-ready outputs.

Instant Report and Summary Generation

Gen Al systems leverage LLMs to process complex findings and create
narrative summaries.

Executive Summaries and Narratives: Al can automatically
generate comprehensive summaries, narratives, and interpretations.
Tools can instantly draft chart headlines and entire dashboard
summaries in mere seconds.

Dynamic Narratives: Al-powered Business Intelligence tools use
NLP to automatically generate dynamic text summaries that highlight
relevant findings and automatically update when a user applies a
cross-filter to the report.

Content Integration: Al analysis tools can extract representative
customer quotes, which are then curated and inserted by analysts to
bring the data to life in the report narrative.

Automated Slide Presentation Creation

Specialised platforms eliminate the tedious and error-prone process of
manually transferring data outputs into presentation software.

Client-Ready Slides: Tools can generate fully formatted PowerPoint
or Google Slides files directly from Al-generated data tables.

Template Matching: The Al learns the client’'s exact template, fonts,
colours, and formatting preferences from an uploaded sample deck,
resulting in slides that are client-ready with minimal manual editing
required. This capability significantly accelerates the time from
analysis to client deliverable.




Risks, Concerns, and the Ethical Imperative

The immense power of Al in data analysis needs to be balanced against
significant risks that threaten methodological integrity and stakeholder
trust.

Data Quality and Algorithmic Bias

Al is only as good as the data used to train it - a concept summarised as
"Garbage In, Garbage Out".

Bias Amplification: If the training data contains historical or
representational bias, the Al model may replicate, perpetuate, and
even amplify those biases, leading to skewed insights and potentially
discriminatory outcomes.

Black Box Problem: Some Al models, particularly deep learning
models, are complex, leading to a "black box" scenario where it is
difficult to decipher or explain how the Al reached its conclusions. This
lack of transparency undermines trust, as practitioners cannot easily
explain the insights to stakeholders.

Privacy and Over-Reliance

Ethical concerns related to the use of Al include privacy, security, and the
diminishing role of human intuition.

Data Privacy: Al systems rely on collecting and analysing vast
amounts of consumer data, necessitating strict compliance with
regulations like GDPR. Transparency about data collection, strong
encryption, and data anonymization are critical safeguards.

Data Security: Al systems use data for training purposes and, as
such, the integrity and security of the data, particularly proprietary
sources, is a fundamental issue. Systems need to be secured to
ensure data is not inappropriately shared, leaked or exposed.

Over-Reliance on Automation: Excessive dependence on
automated Al outputs risks decisions that overlook crucial cultural
nuance, human emotion, or unique market dynamics that human
practitioners would naturally spot. The main concern among
practitioners is the loss of creativity and human touch.




The Critical Role of Human Oversight

Al is best utilised as an amplifier or co-pilot for human practitioners,
augmenting their capabilities rather than replacing them entirely.
Maintaining Human Oversight (Human-in-the-Loop, or HITL) is essential
for governance, ethical compliance, and ensuring strategic action.

The Human-in-the-Loop Framework

The HITL framework serves as the primary operational safeguard against
both fraud and bias.

Review and Validation: Practitioners must maintain oversight to
review, validate, and correct Al classifications and findings. For open-
ended analysis, human review is necessary to interpret elusive human
elements like sarcasm or cultural context, which even advanced NLP
models may miss.

Auditing and Fairness: Al models require continuous audits for
fairness, especially across demographics, to ensure that biases are
not being amplified.

Boundary Definition: Leadership must explicitly define the control
points where human strategic judgment must override or intervene in
algorithmic outputs, particularly for sensitive applications like
segmentation or risk modelling.

The Evolving Role of the Insights Professional

As Al automates the mechanical tasks of data cleaning and cross-
tabulation, the role of the analyst fundamentally shifts toward strategic,
higher-level activities.

Interpretation and Strategy: Practitioners are freed from tedious,
repetitive tasks to focus more time on data interpretation, strategic
forecasting, and creative problem-solving.

Data Storytelling: The competitive edge moves from producing data
outputs to structuring the message. The modern insights professional
must be skilled at translating complex, automated results into
actionable, persuasive business strategies for executive consumption.

Ethical Validation: The highest value contribution of the human
analyst is the ethical and strategic validation of machine-generated
insights, providing the necessary accountability, context, and empathy
that algorithms inherently lack.




Conclusion and Strategic Implementation

Al is rapidly reshaping research and insight, delivering unparalleled speed
and scale in analysing survey data and generating results. The ability to
automate the creation of data tables (cross-tabs), charts, graphs, and
client-ready reports and presentations eliminates immense manual effort,
accelerating time-to-insight from weeks to minutes.

To successfully harness this transformative technology, organizations
must prioritize strategic implementation focusing on three pillars:

Prioritizing Validation: Mandate the adoption of defensive Al (ML)
systems for real-time fraud detection and data quality assurance, to
ensure the data used for reporting purposes is robust and trustworthy.

Specialised Integration: Shift resources toward specialised research
platforms with embedded Al capabilities that automate end-to-end
workflows, including cross-tab generation and automated slide
drafting, to ensure consistency and “client tone” across the entire
research process.

Governance and Trust: Embed the Human-in-the-Loop framework
into critical workflows, ensuring human expertise validates algorithmic
outputs, mitigates bias, and maintains the ethical integrity of the
insights delivered.

Storytelling: Whilst Al is ideally suited to analysing large,
unstructured data and creating robust analysis, it lacks the human
touch and capability for storytelling. Focusing on the creative and
narrative elements that comes from experienced practitioners, will
enhance the output and comprehension of those receiving MR
Insights.

Al should be viewed not as a replacement for humans, but as the engine
for a new era of research, allowing human analysts to move beyond data
wrangling to become master strategists and storytellers.




Section D:
Data Analysis Using
Dashboards

PART 1:

THE DASHBOARD GUIDE:
FROM RAW SURVEY DATA TO INSIGHTS

A note from the author Alex Maddox:

| have learned that creating effective dashboards is about understanding
people as much as understanding data. | would like to share what | have
discovered, hoping it might help practitioners to create dashboards that
truly serve users and make their work easier.

Advanced Insights and Analytics Council (AlA)
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Purpose of a Dashboard

Dashboards and reports serve fundamentally different purposes, and
knowing this distinction will save countless headaches.

What dashboards should accomplish:
Deliver the right information quickly and clearly
Update automatically when new data becomes available
Enable faster decision-making
Present data visually for immediate understanding

Allow users to interact with and explore information (with varying
degrees of sophistication)

Help people verify their hypotheses rapidly

When to choose dashboards over reports:
Users need to check information regularly
Data changes frequently and needs real-time monitoring
Multiple stakeholders require different views of the same data

There is a need to compare individual private data with industry
benchmarks (based on the same survey data)

Interactive exploration will add value to understanding
Quick decision-making is critical

Self serve/ democratisation of data in a business to put it into
everyone’s hands

Dashboards are working tools, not presentation pieces. They should help
people answer questions and solve problems, not impress them with
elaborate designs.




Know Your Audience

Understanding users is crucial in dashboard creation, as different roles
interact with data in different ways. Tailoring the approach makes all the
difference.

A flexible approach:
Consider what metrics/ data each user needs access to
Consider creating different views for different user types
Do not assume everyone needs the same level of detail
Ask users about their specific decision-making processes
Understand the time constraints different roles face
Remember that one size rarely fits all
Consider how they will share data, some providers supply templates

such as tidy exports of multiple charts per page without the need for
formatting

Directors typically need:
High-level summaries that communicate the full story quickly
Clear indicators of performance against targets
Minimal need for interactive features
Focus on outcomes rather than processes

Simple visual cues that highlight what requires attention

Managers usually require:
Data relevant to their specific area of responsibility
Key Performance Indicators with context
Moderate interactivity to explore their department's metrics
Actionable insights that help improve performance

Ability to drill down without getting overwhelmed




Analysts often want:
Detailed data access for exploration
Flexible filtering and segmentation options
Ability to create custom views and exports
Access to underlying data for further analysis
Calculations on the fly, no black box
Look up tools allowing analysts to explore formulae behind a chart

Advanced interactive features to test hypotheses




Planning and Collaboration

The most successful dashboard projects begin long before anyone thinks
about charts or colours. The planning phase is where practitioners can set
themselves up for success.

Start with content, not visuals:
Focus first on what information needs to be communicated
Identify which survey questions directly support decision making
Understand the business context and what decisions are on the table
Pinpoint the metrics that matter most to stakeholders

Map out how different points connect to form a coherent story

Gather insights from existing materials:
Review historical presentations and reports
Look for patterns in what information gets highlighted
Note which metrics generate the most discussion
Understand what has worked well in the past

Understand where there might be competing metrics and look to
create a single source of truth

Collaborative planning approaches:

Use familiar tools like Word, Excel, or PowerPoint for sketches and
initial discussions

Encourage stakeholders to comment and suggest changes
Create space for different perspectives and needs

Document decisions and reasoning for future reference

Essential questions to explore:
What external factors might influence the data interpretation?
Should data on those factors be included in the dashboard?

Are there any confidentiality or access restrictions to consider?




Design Principles

Good dashboard design is about making information accessible, not about
showcasing creativity. The most effective dashboards often use the
simplest approaches (see: https://www.datatile.eu/dashboard-gallery
for some examples).

Choose familiar chart types:
Bar charts for comparisons
Line charts for trends over time
Pie charts for parts of a whole (when appropriate)
Tables for precise numerical reference

Simple gauges for performance indicators

Why standard charts work better:
Users can interpret them quickly
No learning curve required
Focus stays on the data, not the visualisation method
Consistent interpretation across different users

Easier to maintain and update

Visual design considerations:
Use colour purposefully to guide attention
Ensure sufficient contrast for accessibility
Maintain consistency in formatting and styling
Leave adequate white space to avoid clutter

Group related information logically




When to consider custom visualisations:
Standard charts cannot effectively show the relationships in data
Specific domains have established visualisation conventions
Interactive features significantly enhance understanding

Custom visuals directly support key decision-making processes




Advanced Features

As practitioners become more comfortable with basic dashboard creation,
additional features can significantly enhance value for users.

Effective interactivity includes:
Filtering options that match how users think about the data
Drill-down capabilities that maintain context

Hover effects that provide additional detail without cluttering the main
view

Time period selection that aligns with business cycles

Comparison tools that help users understand relative performance

Multi-source data integration:
Combine survey data with behavioural metrics
Link qualitative insights with quantitative measures
Verbatims can bring a subject to life
Include external benchmarks or industry data
Connect different time periods or data collection waves

Provide context from related business metrics

Automation benefits:
Real-time updates eliminate manual refresh processes
Consistent calculations across all views
Reduced risk of human error in data processing
Time savings for both creators and users

Always current information for decision-making

Implementation considerations:

Start simple and add complexity gradually




Test each feature with actual users
Ensure new features solve real problems
Maintain performance as complexity increases

Document how advanced features work




User Enablement

Creating the dashboard is only the beginning. Helping users get the most
value requires ongoing attention and support.

Internal testing strategies:
Use dashboards for real analysis tasks
Try to answer actual business questions using the tool
Test different scenarios and edge cases
Verify that calculations and filters work as expected

Ensure dashboards perform well under typical usage conditions

User onboarding approaches:
Provide clear documentation about data sources and methodology
If appropriate include a page or tab about methodology in dashboards
Create step-by-step guides for common tasks
Offer training sessions for key user groups
Record short videos demonstrating specific features

Include helpful tooltips and annotations within the dashboard

Supporting different learning styles:
Written documentation for reference
Visual guides showing key features
Hands-on training sessions
Video tutorials for self-paced learning

Quick reference cards for common tasks

Ongoing support considerations:

Establish channels for questions and feedback




Plan for regular check-ins with key users
Update documentation as features evolve
Celebrate successes and learn from challenges

Invest in training when significant changes are made




Sustaining Impact

The best dashboards evolve with their users' needs and the changing
business environment.

Regular health checks:
Monitor actual usage patterns
Gather feedback on what is working and what is not
Review whether dashboards still supports current decisions
Check that data sources remain reliable and relevant
Assess whether new requirements have emerged
Stay connected with changing business needs
Consider how new data sources might add value

Be willing to remove features that are not being used

Performance indicators for dashboards:
Frequency of use by different user groups
Types of questions being answered
Time spent in different sections
User satisfaction and feedback

Impact on decision-making speed and quality




The Al Revolution:
Preparing for the Future of Dashboard Interaction

The research sector is entering an era where Al will fundamentally change
how we create, interact with, and consume dashboard information. While
this might seem daunting, it is an exciting opportunity to make research
and insight even more valuable.

Emerging Al capabilities:
Automatic identification of significant trends and anomalies
Natural language interfaces for data exploration
Personalised views based on user behaviour and preferences
Predictive insights and forecasting

Automated generation of narrative or audio explanations

Preparing for Al-enhanced dashboards:
Focus on data quality and consistency
Document business context and relationships
Design flexible architectures that can incorporate Al features
Maintain human oversight of automated insights

Prepare users for new ways of interacting with data

Balancing automation with human judgment:
Al can identify patterns, but humans provide context
Automated insights need validation against business knowledge
Critical decisions still require human interpretation

Technology should enhance, not replace, human expertise




Conclusion:
Sharing the Joy of Effective Dashboard Creation

Creating dashboards that truly serve their users is both a technical skill
and an art of understanding human needs. It is hoped that by sharing
these insights, more practitioners will discover the satisfaction that comes
from turning complex data into clear, actionable information.

Every dashboard is an opportunity to help someone make better
decisions. Whether supporting a director who needs quick insights, a
manager tracking their team's performance, or an analyst exploring data
patterns, the outputs have the potential to make practitioner’s professional
lives easier and more effective.

Most importantly, remember that behind every dashboard is a person
trying to do their job better. When we keep that human element at the
centre, we create tools that truly matter.




Al IN DASHBOARDS -
ASSISTANCE WITHOUT ABDICATION

Author: Alexander Chilingaryan

What a Research Dashboard Actually Is

Before arguing about Al in dashboards, we need to agree on what a
dashboard is. Today, the term is used so broadly that it has almost lost
meaning. Any screen with more than a few numbers is called a
dashboard. In market research, this is not just imprecise — it is actively
harmful.

Market research data is inherently messy. Questionnaires change wave to
wave. Questions appear, disappear, split, or merge. Brands enter and exit
markets. Bases shift. Weighting schemes evolve. Statistical treatment is
rarely trivial. Context is everything.

And conventional Business Intelligence tools are not intelligent in this
context. Bl assumes stable schemas, fixed metrics, and slowly changing
structures. It does not understand questionnaires, routing logic, bases, or
methodological nuance.

Aresearch dashboard is something else entirely. It is an interactive report
that stays tightly connected to raw data and adapts as that data changes.
New questions or brands should not break it. Structural change should be
expected, not treated as an exception that requires manual repair.

Most importantly, a good dashboard starts with a clear understanding of
its audience and their goals — not with tools, features, or technology
choices. Researchers, managers, and decision-makers use data
differently, ask different questions, and make different types of decisions.
The same research, therefore, often needs to be presented in other ways.

Only experienced researchers, combining analytical rigour with
presentational judgement, can design dashboards that work at this level.
We are not yet at the stage where an Al agent can substitute for knowing
how insight should land with a real audience.




Why “Smarter Dashboards” Often Get Dumber

Al is frequently positioned as the next obvious upgrade: faster insights,
automated explanations, predictive intelligence. It sounds compelling, but
it is also incomplete.

Al does not fix weak analytical design. It accelerates it.

If metrics are poorly defined or if business logic is fuzzy, Al does not
pause to ask questions. It increases throughput. Errors are produced
faster, at a greater scale, and with far more confidence.

The real danger is not that Al is occasionally wrong. It is that it's wrong
fluently.

Traditional dashboards, for all their flaws, expose much of their logic. You
can usually see which filters are applied, how a base is defined, or which
variables feed a calculation. Al-driven outputs often arrive without this trail.
Inferences or recommendations appear fully formed, with no visible
reasoning behind them.

This problem is amplified by natural language interfaces. Asking a
dashboard question in plain English feels accessible, but conversational
interfaces allow vague questions to produce confident answers — without
signalling ambiguity, alternative interpretations, or weak assumptions.

What looks like democratisation often results in shallower thinking.




Dashboards as Working Tools Not One-Off Toys

A properly designed dashboard is a working instrument, not a finished
artefact. No report is ever “done”. It evolves. It absorbs feedback. It
adapts to new questions and new decisions.

This has practical consequences. Dashboards must be easy to change,
frequently changed, and changed by the people closest to the insight —
researchers and analysts. The moment routine updates require
developers, tickets, or long delivery cycles, the dashboard stops
supporting insight and starts taxing budgets.

The platform must therefore make change cheap. No-code, WYSIWYG
editing is not a luxury; it is a prerequisite. Flexibility must be designed in,
not bolted on.

Good dashboards minimise friction. Regular users do not want to type
prompts and hope for a correct interpretation. They want a couple of clicks
to filter an audience, scan a trend, and sanity-check a result. Speed and
predictability beat novelty every time.

Al can seem beneficial on poorly designed dashboards but can become
frustrating on well-designed ones. When Al chat interfaces replace
straightforward controls, they are akin to chatbots replacing contact forms.
While they may feel modern, they often slow people down.

If Al is required to navigate your dashboard, the dashboard itself is
the problem.




Where Al Actually Earns Its Keep

None of this means Al has no place. It means its value lies behind the
scenes, where it delivers benefits that researchers immediately recognise.

Used properly, Al streamlines the analytical pipeline before data
reaches the dashboard:

Verbatim coding at scale, with consistent application of code frames
and full researcher ability to inspect, validate, and override results.

Intelligent data mapping that anticipates change — accommodating
new questions, brands, and structures without repeated manual
rework.

Al-assisted inference under guardrails, driven by purpose-tailored
prompts, templates, and validators that prevent silent drift and keep
outputs aligned with analytical intent.

These are not abstract benefits. They reduce turnaround time. They cut
manual effort. They lower error rates. Most importantly, they reduce the
cost of reporting — without turning research delivery into a never-ending
“digital transformation” programme.

In this configuration, Al behaves like disciplined automation. It removes
mechanical labour while preserving transparency and control. The
analytical pipeline remains human-defined, deterministic, and traceable
end-to-end.

The advantage of dashboards is not conversational omniscience or
automated decision-making. It is a disciplined augmentation under human
control.

Systems that respect this boundary improve insight quality and trust.
Systems that ignore it will continue to produce confident but biased
outputs while quietly diluting responsibility.




